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Abstract. In prior work, with the aim of formally modeling and analyzing the
behavior of concurrent processes with forms of dynamic evolution, we have pro-
posed a process calculus of adaptable processes. Our proposal addressed the
(un)decidability of two safety properties related to error occurrence. In order to
allow for a more comprehensive verification framework for adaptable processes,
the ability to express general properties is most desirable. In this paper we address
this important issue: we explain how the proof techniques for (un)decidability re-
sults for adaptable processes generalize to a simple yet expressive temporal logic
over adaptable processes. We provide examples of the expressiveness of the logic
and its significance in relation with the calculus of adaptable processes.

1 Introduction

The notion of interaction has been intensively investigated in the last decades
of research in computer science. As a result, a number of formal models of interact-
ing computing entities have been proposed; notable examples include Petri nets and
process calculi such as CCS [8] and the π-calculus [9]. In process calculi, the notion
of interaction has been dominantly related to the idea of (point-to-point) communica-
tion: processes interact by producing complementary signals on a designated common
medium, possibly exchanging values. While successful, the process calculi approach
to concurrent interaction has devoted significantly less attention to forms of interac-
tion not strictly based on communication. Consequently, process calculi abstractions for
“non communicating” phenomena such as, e.g., dynamic evolution and reactive behav-
ior, are either unnatural or hard to express in calculi such as CCS. Hence, it is difficult
to reason about the fundamental properties of such abstractions. This is unfortunate,
as such phenomena are extremely natural and commonly found in actual concurrent
systems.

We are interested in dynamic evolution, a particularly pervasive phenomenon in con-
current systems nowadays. In fact, dynamic evolution at runtime is a central functional
requirement for an increasingly growing class of evolvable computing systems. In case
of exceptional circumstances (say, failures or low performance), evolvable systems are
able to modify their behavior (say, correcting errors or improving performance indica-
tors). This is often expected to occur semi-automatically, without requiring a system-
level shutdown. These distinctive features of evolvable systems arise in a number of
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emerging applications and programming paradigms. For instance, in workflow appli-
cations, it is common for activities to be suspended, restarted, and relocated. More-
over, one might also want to replace a running activity without affecting the rest of
the workflow. Similarly, in component-based systems we would like to reconfigure a
whole component or even groups of components. This is the case of, e.g., distributed
systems implemented as collections of interacting web services. Another example are
cloud computing infrastructures, in which evolvability corresponds to the crucial abil-
ity of acquiring and releasing computing resources depending on the current demand,
while observing both performance and business goals.

More concretely, our interest is in effective reasoning/verification techniques for
evolvable systems, following the long, fruitful tradition of process calculi in the analysis
of concurrent systems. To this end, we have proposed a process calculus of adaptable
processes, denoted E [5,4]. The E calculus extends CCS with located processes and a
primitive that allows to update the part of the system inside a given location. The result
of such an update operation is a new process, dynamically constructed by considering
both the current state of the location and an update pattern described by the update
primitive. This way, evolution of E processes is the result of modifications enforced by
update actions on located communicating processes. The power of update actions is thus
directly related with the kinds of patterns admitted as part of update actions. For this
reason, in [5,4] we have identified three different variants of E , which consider different
update patterns: in E3, the current content of the location must be always preserved by
update actions, which insert it into a new context; in E2, this condition is relaxed: the
current content can be removed or duplicated, but it cannot be placed inside prefixes of
the language; finally, in E1, update patterns are completely unconstrained.

We have used E as a basis to reason about the correctness of dynamically evolv-
able concurrent processes. Our notion of correctness relies on representing errors as
barbs—the standard observability predicates in process calculi. Barbs denote the most
basic observation on the behavior of the system. Hence, in our approach a correct state is
a state in which error barbs are not observable. This a fairly flexible approach, as barbs
can represent errors as well as any kind of exceptional circumstances not necessarily
related to failures, such as, e.g., performance alerts. Based on this notion of correct-
ness, in [5,4] we have also studied how to apply formal analysis techniques to study
safety properties of E processes. In particular, we have considered a safety property for
evolvability. The property is parametric in the maximal number k of steps needed by
the system to manage the error state (via appropriate update actions). Namely, a sys-
tem satisfies k-bounded adaptation if there is no computation path including more than
k consecutive error states. In [5,4] we presented a detailed study of the boundaries of
decidability of k-bounded adaptation in the three variants of E .

While insightful for understanding the expressiveness of adaptable processes and the
challenging interplay of correctness and evolvability, the decidability results of [5,4]
are only an initial step towards a framework for the formal specification and analysis of
dynamically evolvable systems. A particularly pressing issue is the definition of tech-
niques for logic specification and verification, in such a way that correctness guarantees
for E processes can be stated in general terms. Such techniques would put us closer to
a practical framework of adaptable processes. This is the topic of the present paper.
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Following the approach put forward in [2], in this paper we extend and generalize the
(un)decidability results of [5,4] to a logic setting. More precisely, we introduce a tem-
poral logic that allows for the specification of behavioral properties, including the ones
presented in [5,4]. Besides the usual conjunction, disjunction, and negation connectives,
the logic includes a predicate that checks whether a system can perform a given action,
as well as temporal next and eventual modalities, noted ♦ and ♦∗, respectively. This
logic is simple and yet expressive enough to assert interesting properties of evolvable
processes. For instance, a variant of bounded adaptation with k non consecutive errors
and a property for monotone correctness—representing the fact that once corrected,
errors do not reappear—can be easily stated in the logic we propose here.

The main contribution of this paper is in showing the decidability of a fragment of the
logic in which negation can be used only at top level (i.e., not under the scope of other
operators) and conjunction is applied only between one basic predicate and a formula.
The need to restrict to such a fragment is justified by a complementary contribution of
the paper, namely the undecidability of formulae like ♦∗(¬w) that test the possibility
of reaching a state in which action w cannot be executed.

The rest of this paper is structured as follows. In Section 2 we present the calculus
of adaptable processes, following [5,4]. The temporal logic over adaptable processes
is defined in Section 3. Compelling examples for the framework given by the calculus
of adaptable processes and the logic are described in Section 4. The (un)decidability
results for the logic and its fragment are detailed in Section 5. Some concluding remarks
and directions for further developments are given in Section 6.

2 The E Calculus

We present the E calculus, its different variants, and its operational semantics. We refer
to [5,4] for further details and discussions.

The E calculus is a variant of CCS [8] without restriction and relabeling, and ex-
tended with constructs for evolvability. As in CCS, in E , processes can perform actions
or synchronize on them. We presuppose a countable set N of names, ranged over by
a, b, . . ., possibly decorated as a, b and ã,˜b. As customary, we use a and a to denote
atomic input and output actions, respectively. The syntax of E processes extends that of
CCS with primitive notions of adaptable processes a[P ] and update prefixes ã{U}:

Definition 1 (E ). The classes of E processes, prefixes, and update patterns are de-
scribed by the following grammars:

P ::= a[P ] | P ‖ P | !π.P |
∑

i∈I

πi.P π ::= a | a | ã{U}

U ::= a[U ] | U ‖ U | !π.U |
∑

i∈I

πi.U | •

Intuitively, update patterns above represent a context, i.e., a process with zero or more
holes. The intention is that when an update prefix ã{U} is able to interact, the current
state of an adaptable process named a is used to fill the holes in the update pattern U .
Given a process P , process a[P ] denotes the adaptable process P located at a. Notice
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that a acts as a transparent locality: process P can evolve on its own, and interact freely
with external processes. Localities can be nested, so as to form suitable hierarchies
of adaptable processes. The rest of the syntax follows standard lines. A process π.P
performs prefix π and then behaves as P . Parallel composition P ‖ Q decrees the
concurrent execution of P and Q. We abbreviate P1 ‖ · · · ‖ Pn as

∏n
i=1 Pi, and

use
∏k P to denote the parallel composition of k instances of process P . Given an

index set I = {1, .., n}, the guarded sum
∑

i∈I πi.Pi represents an exclusive choice
over π1.P1, . . . , πn.Pn. As usual, we write π1.P1 + π2.P2 if |I| = 2, and 0 if I is
empty. Process !π.P defines guarded replication, i.e., infinitely many occurrences of P
in parallel, which are triggered by prefix π.

Given an update patternU and a processQ, we write U〈〈Q〉〉 for the process obtained
by filling in with Q those holes in U not occurring inside update prefixes (a formal
definition can be found in [4]). Hence, {·} can be seen as a scope delimiter for holes •
in ã{U}.

We now move on to consider three concrete instances of update patterns U .

Definition 2 (Update Patterns). We shall consider the following three instances of
update patterns for E :

1. Full E (E1). The first update pattern admits all kinds of contexts for update prefixes.
This variant, corresponding to the above E is denoted also with E1.

2. Unguarded E (E2). In the second update pattern, holes cannot occur in the scope
of prefixes in U :

U ::= P | a[U ] | U ‖ U | •
The variant of E that adopts this update pattern is denoted E2.

3. Preserving E (E3). In the third update pattern, the current state of the adaptable
process is always preserved (i.e. “•” must occur exactly once in U ). Hence, it is
only possible to add new adaptable processes and/or behaviors in parallel or to
relocate it:

U ::= a[U ] | U ‖ P | •
The variant of E that adopts this update pattern is denoted E3.

The process semantics is given in terms of a Labeled Transition System (LTS). It is
generated by the set of rules in Figure 1. In addition to the standard CCS actions (input,
output, τ ), we consider two complementary actions for process update: ã{U} and a[P ].
The former represents the possibility to enact an update pattern U for the adaptable
process at a; the latter says that an adaptable process at a, with current state P , can be
updated. We define −→ as

τ−−→, and write P
α−→ if P

α−→ P ′, for some P ′.

Definition 3 (LTS for E ). The LTS for E , denoted
α−−→, is defined by the rules in Fig-

ure 1, with transition labels defined as:

α ::= a | a | a[P ] | ã{U} | τ

In Figure 1, rules (SUM), (REPL), (ACT1), and (TAU1) are standard. Rule (COMP)
represents the contribution of a process at a in an update operation; we use � to denote
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(SUM)∑

i∈I

πi.Pi

πj−−→ Pj (j ∈ I)
(REPL)
!π.P

π−−→ P ‖!π.P
(COMP)

a[P ]
a[P ]−−−→ �

(LOC)
P

α−−→ P ′

a[P ]
α−−→ a[P ′]

(ACT1)
P1

α−−→ P ′
1

P1 ‖ P2
α−−→ P ′

1 ‖ P2

(TAU1)

P1
a−−→ P ′

1 P2
a−−→ P ′

2

P1 ‖ P2
τ−−→ P ′

1 ‖ P ′
2

(TAU3)

P1
a[Q]−−−→ P ′

1 P2
ã{U}−−−−→ P ′

2

P1 ‖ P2
τ−−→ P ′

1{U〈〈Q〉〉/�} ‖ P ′
2

Fig. 1. LTS for E . Rules (ACT2), (TAU2), and (TAU4)—the symmetric counterparts of (ACT1),
(TAU1), and (TAU3)—have been omitted.

a unique placeholder. Rule (LOC) formalizes transparency of localities. Rule (TAU3)
formalizes process evolvability. To realize the evolution of an adaptable process at a,
it requires: (i) a process Q—which represents its current state; (ii) an update action
offering an update pattern U for updating the process at a—which is represented in P ′

1

by � (cf. rule (COMP)) As a result, � in P ′
1 is replaced with process U〈〈Q〉〉. Notice that

this means that the locality being updated is discarded unless it is re-created by U〈〈Q〉〉.
We introduce some definitions that will be useful in the following. We denote with

→∗ the reflexive and transitive closure of the relation →. We define Pred(s) as the set
{s′ ∈ S | s′ → s} of immediate predecessors of s, while Pred∗(s) denotes the set
{s ∈ S | s′ →∗ s} of predecessors of s. We will also assume point-wise extensions of
such definitions to sets, i.e. Pred(S) =

⋃

s∈S Pred(s) and similarly for Pred∗(S).

3 A Logic for Adaptable Processes

We now introduce the logic L and its fragment Lr, and illustrate their expressiveness.

Definition 4. The set At of atomic predicates p is given by the following syntax:

p ::= a
∣

∣ a
∣

∣ T .

Predicates a and a hold true for states/terms that may perform transitions a and a,
respectively. The intention is that the interpretation of atomic predicates should coincide
with the notion of barb in the process model. T is the true predicate that holds true for
every state/term. In the following, we use α to range over labels a, a, for some name a.

Definition 5. The set L of logic formulae φ, ψ, . . . is given by the following syntax,
where p ∈ At:

φ ::= p
∣

∣ φ ∨ φ ∣

∣ φ ∧ φ ∣

∣ ¬φ ∣

∣ ♦φ ∣

∣ ♦∗φ

The set of logical operators includes atomic predicates p ∈ At, the usual boolean con-
nectives (∨, ∧, and ¬), as well as dynamic connectives (the next and eventuality modal-
ities, ♦ and ♦∗). The interpretation of L over LTSs is given below, where each formula
is mapped into the set of states/terms satisfying it.
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[[α]] =
{
s ∈ E | s α−−→ }

[[T ]] = E [[♦φ]] = Pred([[φ]]) [[♦∗φ]] = Pred∗([[φ]])

[[φ1 ∨ φ2]] = [[φ1]] ∪ [[φ2]] [[φ1 ∧ φ2]] = [[φ1]] ∩ [[φ2]] [[¬φ]] = E \ [[φ]]

Connectives are interpreted as usual. We usually write s |= φ if s ∈ [[φ]].

Definition 6. A formula φ is called monotone if it does not contain occurrences of ¬.

Restricted monotone formulae are those monotone formulae in which conjunctions are
always of the form p ∧ φ, for some p ∈ At and a monotone formula φ ∈ L.

Definition 7. A formula φ is restricted monotone if it is monotone and, for any occur-
rence of φ1 ∧ φ2 inside φ, there exists i ∈ {1, 2} such that φi is a predicate p ∈ At.

We now introduce restricted logic as the logic composed by, possibly negated, restricted
monotone formulae.

Definition 8. The restricted logic is composed by the set Lr of formulae of the form φ
or ¬φ, where φ is a restricted monotone formula.

We give some examples of formulas in L and Lr. Below, we take ♦+φ
def
= ♦♦∗φ.

1. Possibly the most natural safety property one would like to ensure is the absence of
k consecutive barbs (representing, e.g., errors):

CBk(e)
def
= ¬♦∗( e ∧ ♦(e ∧ ♦(e ∧ . . . ∧ ♦e))

︸ ︷︷ ︸

e appears k times

)

Observe how CBk(e) ∈ Lr. This basic scheme is easily extendable; below we
present a possible variant in which rather than using a single barb e we consider a
sequence ẽ = e1 . . . ek of k error barbs that we do not want to observe in sequence:

CDBk(ẽ)
def
= ¬♦∗(e1 ∧ ♦(e2 ∧ ♦(e3 ∧ . . . ∧ ♦ek))

)

2. A more insightful specialization of CBk(e) is the formula below, in which error
barbs are non consecutive:

NCBk(e)
def
= ¬♦∗( e ∧ ♦+(e ∧ ♦+(e ∧ . . . ∧ ♦+e))

︸ ︷︷ ︸

e appears k times

)

As CBk(e), it is easy to see that NCBk(e) ∈ Lr. Specializations of NCBk(e) with
different error barbs, as in the previous example, are easy to obtain.

3. Another sensible property to ensure is monotone correctness: once solved, errors
do not reappear. In L this can be expressed as:

MC(e)
def
= ¬♦∗(e ∧ ♦+(¬e ∧♦+e)

)

Assuming a designated barb ok, signaling a correct (error-less) state, the above can
be captured in Lr as follows:

MCr(ok, e)
def
= ¬♦∗(e ∧ ♦+(ok ∧ ♦∗e)

)
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The extension of MCr(ok, e) to consider k different error phases (it cannot happen
that an error re-appears up to k times) is straightforward:

MCr
k(ok, e)

def
= ¬♦∗( e ∧♦+(ok ∧ ♦∗(e ∧ ♦+(ok ∧ . . . (ok ∧ ♦∗e))))

︸ ︷︷ ︸

ok appears k times

)

4 Two Compelling Examples

We give two examples of adaptable processes. They rely on E2 processes and properties
in Lr. Hence, as we will see, model checking for them is decidable.

Booking a Flight. We model a simple interaction between a travel agency and a client
wishing to book a flight. Given a signal from the client, the agency contacts a pool of
different airlines. This pool is handled by an external booking service, which controls
the airlines the travel agency may choose from. Given a request, each airline may an-
swer positively, or it may emit an error signal, meaning there is no flight as desired by
the client, or simply that the airline services are down. If the airline does not provide
a positive answer then the booking service removes it from the pool of the airlines to

contact. We define the E process Sys
def
= Client ‖ Agency ‖ Booking, where:

Agency
def
= t[f.(r ‖ P [ñ])] with P [ñ] =

n
∑

i=1

r.ai.A(i) Client
def
= c[f ‖ okf .pay]

Booking
def
=

n
∏

i=1

ai.
(

ei.ri + ci.okf
) ‖

n
∏

i=1

ri.˜t
{

t[r ‖ P [ñ/i]]}

For simplicity, we have represented only interaction signals. Both the client and the
agency are represented as adaptable processes; this allows for eventual refinements of
their specifications (for instance, an update action on t may add new services). The
client contacts the agency via a synchronization on f ; in turn, this enables a synchro-
nization on r which selects an airline A(k) from the pool of options P [ñ]. As soon as
it is selected, before starting its executionA(k), the airline emits a signal ak, announc-
ing the selection to the booking service. We associate a signal ei with an error answer
from airline A(i), while ci stands for a positive confirmation. Observe how unrespon-
sive airlines are discarded by the booking service, by virtue of update actions affecting
the pool of airlines activated by the signal ri; P [ñ/i] denotes the pool P [ñ] in which
A(i) is not included. The booking service above is not very “patient”, as it does not give
another chance to the selected airline to respond; in case of an error signal, the airline
is discarded. With this in mind, it is easy to see that the following holds, for every i:

Sys |= MCr(ri, ei)

That is, after an error, an unresponsive airline will never produce new error signals. We
could have stated as well Sys |= MC(ei), for every i. However, while MCr(ri, ei) is a
formula in Lr, MC(ei) is a formula in L. As we will see, for E2 processes the former is
a decidable logic, whereas the latter is not.
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Scaling in Cloud Computing. In the cloud computing paradigm, applications are de-
ployed in infrastructures offered by external providers. Developers act as clients who
pay for the resources they consume (e.g., processor time in remote instances) and for
associated services (e.g., performance metrics, automated load balancing). A central
concern is therefore resource optimization, for clients and providers. To that end, cloud
providers such as Amazon’s Elastic Cloud Computing (EC2) [3] offer (auto)scaling
services, which allow cloud applications to add or release resources depending on the
current demand. Scaling has a direct influence in the amount of resources supporting the
application; correct, reliable scaling policies are thus central to resource optimization.

Below we give a simple model of a cloud computing scenario in E ; we focus on scal-
ing, drawing inspiration from autoscaling in EC2 [3]. Each cloud application is com-
posed of a number of instances and of active processes implementing the scaling poli-

cies. This scenario can be abstracted as process C
def
= P ‖ App1 ‖ · · · ‖ Appr, which

represents the cloud as a provider P interacting with applications App1, . . . ,Appr. In

turn, each such applications is defined as Appi
def
= api

[

Ii ‖ · · · ‖ Ii ‖ Sdw
i ‖ Sup

i

]

.
That is, each Appi contains a fixed number of running instances, each represented by
Ii = midi[Si], a process that abstracts an instance as an adaptable process with an
identification mid and state Si. Also, Sdw

i and Sup
i stand for the processes implement-

ing scaling down and scaling up policies, respectively. In practice, this control relies
on external services (e.g., services that monitor cloud usage and produce appropriate
alerts) present in the provider’s infrastructure. Therefore, we will assume P to include
a subprocess M which communicates the appropriate alerts. M performs adaptations
due to high performance (action hii) or low performance (action loi) of Appi and uses
a signal e to denote a temporary erroneous situation that remains until the adaptation is
performed. Formally, we take M to be exec ‖ M ′, where exec triggers the execution
of an alerting round in the M ′ process and M ′is:

M ′ def
=!exec.(

∑

1≤i≤r

loi.alertdi .(e + ok.exec) +
∑

1≤i≤r

hii.alertui .(e + ok.exec))

The scaling policies are then defined accordingly (letting Ui = midi[•] ‖ midi[•]):
Sdw
i = sdi

[

! alertdi .( ˜midi{0}. · · · .˜midi{0}
︸ ︷︷ ︸

fixed number of updates on midi

.ok )
]

Sup
i = sui

[

! alertui .( ˜midi{Ui}. · · · .˜midi{Ui}
︸ ︷︷ ︸

fixed number of updates on midi

.ok )
]

We assume the provider P to generate errors due to low/high performance by executing
an loi/hii action triggering the adaptation on application i in M . Given an alert from
M , the processes Sdw

i and Sup
i modify the number of running application instances.

Given an output at alertdi , process Sdw
i destroys a fixed number of instances of the

application i: this is achieved by updating localities midi with 0. Afterwards, an ok
action is emitted returning the control to M ′ and consuming the pending e signal. The
observability of ok thus represents the fact that the scaling down alert has been properly
enforced, and that the involved resources have been released. Process Sup implements a
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scaling up policy in a very similar way: rather than destroying an instance at midi, each
of the update actions creates a new one. Based on the above, we have that by checking

C |= MCr
k(ok, e)

we are able to assess whether k adaptations (due to low or high performance) are enough
for the adaptation needs of the applications: if this is the case then it will not be possible
for the cloud system C to produce an additional error signal e after observing k adap-
tations (each via an e signal followed by an ok signal). As in the previous example, we
prefer MCr

k(ok, e) over the extension of MC(e) to k error phases: such an extension is
a formula of L , which will be shown to be undecidable for E2 processes.

5 (Un)decidability Results for L and Lr

Here we present the (un)decidability results for L and Lr. We first introduce some basic
notions on well-structured transition systems and Minsky machines.

5.1 Preliminaries

Well Structured Transition Systems. The decidability of the restricted logic for E2

and E3 processes will be shown by appealing to the theory of well-structured transition
systems [7,1]. The following notions are from [7], unless differently specified.

Recall that a quasi-order (or preorder) is a reflexive and transitive relation.

Definition 9 (Well-quasi-order). A well-quasi-order (wqo) is a quasi-order ≤ over a
set X such that, for any infinite sequence x0, x1, x2 . . . ∈ X , there exist indexes i < j
such that xi ≤ xj .

Thus well-quasi-orders exclude the possibility of having infinite strictly decreasing se-
quences. Note that if ≤ is a wqo then any infinite sequence x0, x1, x2, . . . contains an
infinite increasing subsequence xi0 , xi1 , xi2 , . . . (with i0 < i1 < i2 < . . .).

The key tool to the decidability of several properties of computations is the notion
of well-structured transition system [7,1]. This is a transition system equipped with a
well-quasi-order on states which is (upward) compatible with the transition relation.
Here we will use so-called strong compatibility; hence the following definition.

Definition 10 (Well-structured transition system). A well-structured transition sys-
tem with strong compatibility is a transition system TS = (S,→), equipped with a
quasi-order ≤ on S, such that the two following conditions hold:

1. ≤ is a well-quasi-order;
2. ≤ is strongly (upward) compatible with →, that is, for all s1 ≤ t1 and all transi-

tions s1 → s2 , there exists a state t2 such that t1 → t2 and s2 ≤ t2 holds.

In the following, we will just use the term well-structured transition system to stand for
a well-structured transition system with strong compatibility.

Given a quasi-order ≤ overX , an upward-closed set is a subset I ⊆ X such that the
following holds: ∀x, y ∈ X : (x ∈ I ∧ x ≤ y) ⇒ y ∈ I . Given x ∈ X , we define
its upward closure as ↑ x = {y ∈ X | x ≤ y}. This notion can be extended to sets as
expected: given a set Y ⊆ X we define its upward closure as ↑ Y =

⋃

y∈Y ↑ y.
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Table 1. Reduction of Minsky machines

(M-INC)
i : INC(rj) m′

j = mj + 1 m′
1−j = m1−j

(i,m0,m1) −→M (i+ 1,m′
0,m

′
1)

(M-JMP)
i : DECJ(rj , s) mj = 0

(i,m0,m1) −→M (s,m0, m1)

(M-DEC)
i : DECJ(rj , s) mj �= 0 m′

j = mj − 1 m′
1−j = m1−j

(i,m0,m1) −→M (i+ 1, m′
0,m

′
1)

Definition 11 (Finite basis). A finite basis of an upward-closed set I is a finite set B
such that I =

⋃

x∈B ↑ x.

We are interested in effective pred-bases, as defined below.

Definition 12 (Effective pred-basis). A well-structured transition system has effective
pred-basis if there exists an algorithm such that, for any state s ∈ S, it returns the set
pb(s) which is a finite basis of Pred(↑ s).
The following proposition is a special case of Proposition 3.5 in [7].

Proposition 1. Let TS = (S,→,≤) be a finitely branching, well-structured transition
system, decidable ≤, and effective pred-basis. It is possible to compute a finite basis
pb∗(I) of Pred∗(I) for any upward-closed set I given via a finite basis.

Minsky machines. A Minsky machine (MM) is a Turing complete model composed of
a set of sequential, labeled instructions, and two registers. Registers rj (j ∈ {0, 1}) can
hold arbitrarily large natural numbers. Instructions (1 : I1), . . . , (n : In) can be of three
kinds: INC(rj) adds 1 to register rj and proceeds to the next instruction; DECJ(rj , s)
jumps to instruction s if rj is zero, otherwise it decreases register rj by 1 and pro-
ceeds to the next instruction; HALT terminates the execution. A MM includes a program
counter p indicating the label of the instruction being executed. In its initial state, the
MM has both registers set to 0 and the program counter p set to the first instruction. The
MM terminates whenever the halting intruction is reached. A configuration of a MM
is a tuple (i,m0,m1); it consists of the current program counter and the values of the
registers. Reduction over configurations of a MM, denoted −→M, is defined in Table 1.

5.2 Results for L
Here we show that the satisfiability of a formula in the logic L is undecidable for E
processes. We obtain this result by encoding MMs into E3 under the non restrictive
hypothesis that the MMs end with both registers set to 0. The encoding simulates the
behavior of MMs in an unfaithful manner: decrement instructions are simulated by se-
lecting nondeterministically whether to jump or actually execute the decrement. When
a jump is executed, a new empty copy of the register is created. The encoding produces
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Table 2. Encoding of Minsky machines into E3

REGISTER rj
�rj = 0�3 = rj [Regj ‖ cj [0]] with Regj =!incj .c̃j{cj [•]}.ack.uj .c̃j{cj [•]}.ack
INSTRUCTIONS (i : Ii)
�(i : INC(rj))�3 = !pi.incj .ack.(w ‖ pi+1)
�(i : DECJ(rj , s))�3 = !pi.(uj .ack.w.pi+1 + c̃j{•}.r̃j{rj [Regj ‖ cj [•]]}.ps)
�(i : HALT)�3 = pi.w

an outputw when an increment is executed, and produces an input w after a decrement.
Hence, if the machine executes correctly then there will be an equal number of outputs
and inputs at w. Moreover, the execution of the encoding takes place with an additional
output w in parallel (cf. Definition 13); this signal is meant to be consumed by an input
action which is available when the MM reaches a halt instruction. The undecidability
result (Theorem 1) thus exploits the ability L has for checking the absence of a barb: if
the MM has a terminating computation then no output w is observable.

Definition 13. Let N be a MM, with registers r0 = 0, r1 = 0 and instructions (1 :
I1), . . . , (n : In). Given the encodings in Table 2, the encoding of N in E3 (denoted
with �N�3) is defined as

�r0 = 0�3 ‖ �r1 = 0�3 ‖
n
∏

i=1

�(i : Ii)�3 ‖ p1 ‖ w

A register rj that stores a numberm is encoded as an adaptable process rj that contains
m copies of the unit process uj.c̃j{cj [•]}.ack. Such an adaptable process also contains
process Regj which allows us to create further copies of the unit process when an in-
crement instruction is invoked. Furthermore, we use the collector cj to store processes
which are meant to be isolated. The instructions are defined taking into account this
role of cj . An increment adds an occurrence of uj.c̃j{cj [•]}.ack and outputs a message
on w. Notice that it could occur that an output on inc could synchronize with the cor-
responding input inside a collected process. This immediately leads to deadlock as the
containment induced by cj prevents further interactions. The encoding of a decrement
is implemented as an internal choice. The process tests if the content of the register
is equal or greater than zero. Notice that in E3 it is not possible to deterministically
determine whether the register contains value zero or not. Thus if the process guesses
that the register is zero, before jumping to the given instruction, it proceeds at disabling
its current content: this is done by putting the collector at top level in the register, the
register is then recreated by placing all its previous content in the collector. A decre-
ment instead removes one occurrence of uj .c̃j{cj[•]}.ack and one occurrence of w.
As before, it could occur that the output on uj could synchronize with the correspond-
ing input inside a collected process. Again, this immediately leads to deadlock and
no occurrence of w is consumed. Observe that in case of deadlock or a wrong guess
some copies of w will never be consumed, thus signaling a wrong computation. In case
of a correct computation, instead, when the program reaches the halt instruction the
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Table 3. Encoding of MMs into E1

REGISTER rj �rj = n�1 = rj [(|n|)j ] where (|n|)j =

{
zj if n = 0
uj .(|n − 1|)j if n > 0.

INSTRUCTIONS (i : Ii)
�(i : INC(rj))�1 =!pi.r̃j{rj [uj .•]}.pi+1

�(i : DECJ(rj , s))�1=!pi.(uj .pi+1 + zj .r̃j{rj [zj ]}.ps)
�(i : HALT)�1 = pi.h

occurrence of w present in the initial configuration (cf. Definition 13) is removed. Thus
we have that a MM N terminates iff its encoding has no barb on w.

Theorem 1. L is undecidable in E3.

Proof (Sketch). Consider a MM N and its encoding �N�3. It is easy to see that N ter-
minates iff �N�3 |= ♦∗(¬w) . Thus the undecidability of the satisfiability of formulae
in L follows from undecidability of the termination problem in MMs. ��
As E3 is a subcalculus of E1 and E2 we can immediately conclude the following.

Corollary 1. L is undecidable in E1 and E2.

5.3 Results for Lr

Undecidability over E1. Similarly as above, to prove the undecidability of satisfiabil-
ity of formulae in Lr, we reduce to the termination problem. We resort to a MM similar
to the one presented in [5]. The encoding, denoted �·�1, is given in Table 3.

Definition 14. Let N be a MM, with registers r0 = 0, r1 = 0 and instructions (1 :
I1) . . . (n : In). Given the encodings in Table 3, the encoding of N in E1 (written
�N�1) is defined as �r0 = 0�1 ‖ �r1 = 0�1 ‖

∏n
i=1�(i : Ii)�1 ‖ p1 .

A register rj with value m is represented by an adaptable process at rj that contains a
sequence of m output prefixes on name uj , ending with an output action on zj , which
represents zero. To encode the increment of register rj , we enlarge the sequence of
output prefixes it contains. The adaptable process at rj is updated with the encoding
of the incremented value (which results from putting the value of the register behind
some prefixes) and then the next instruction is invoked. The encoding of a decrement of
register j consists of an exclusive choice: the left side implements the decrement of the
value of a register, while the right one implements the jump to some given instruction.
When the MM reaches a halt instruction the encoding exhibits a barb on h. Thus a MM
N terminates iff its encoding has a barb on the distinguished action h.

Theorem 2. Lr is undecidable in E1.

Proof (Sketch). Consider a MM N and its encoding �N�1. It is easy to see that N
terminates iff �N�1 |= ♦∗h . Thus the undecidability of Lr follows from undecidability
of the termination problem in MMs. ��
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Decidability over E2. The decidability of the satisfiability of formulae in the Lr

logic is obtained by resorting to the theory of well-structured transition systems and the
pred-basis construction. In [4], we showed a decidable preorder � on processes. Such
a preorder is a well-quasi-order, strongly compatible with respect to the reduction in
E2, and with an effective pred-basis pb. It is defined over a tree-like representation of
processes; below we give intuitions on its definition, see [4] for details.

Given an E2 process P , we say it is in normal form if P =
∏m

i=1 Pi ‖
∏n

j=1 aj [P
′
j ].

The tree denotation of P , denoted Tr(P ), is a tree built as follows. The root is labeled
ε, and hasm+n children: the formerm are leaves labeled P1, . . . , Pm, while the latter
n are subtrees recursively built from processes P ′

1, . . . , P
′
n, where the only difference

is that their roots are labeled a1[ ], . . . , an[ ], respectively. Given two processes P and
Q, P � Q holds iff there exists an injection f from the nodes of Tr(P ) to the ones of
Tr(Q) such that, let m,n, p be nodes in Tr(P ): (i) If m is an ancestor of n then f(m)
is an ancestor of f(n). (ii) If p is the minimal common ancestor of m and n then f(p)
is the minimal common ancestor of f(m) and f(n). (iii) The label of n is equal to the
label of f(n).

Having defined a suitable preorder on processes, it remains to show how each inter-
pretation [[φ]] can be described via an effectively computable finite basis.

We begin with the definition of sequential subprocesses.

Definition 15 (Sequential Subprocesses). Let P be an E2 process. The set of sequen-
tial subprocesses of P , denoted ss(P ), is defined inductively as follows:

ss(π.P ) = {π.P} ∪ ss(P ) if π = a or π = a
ss(ã{U}.Q) = {ã{U}.Q} ∪ ss(U) ∪ ss(Q) ss(a[P ]) = ss(P )
ss(

∑

i∈I πi.Pi) =
{
∑

i∈I πi.Pi

} ∪⋃

i∈I ss(πi.Pi) ss(•) = ∅
ss(!π.P ) = {!π.P} ∪ ss(P ) ss(P ‖ Q) = ss(P ) ∪ ss(Q)

Note that ss(0) = ss(
∑

i∈∅ πi.Pi) = {0}. The definition extends to sets of processes
as expected.

The finite basis for a formula φ with respect to a process P is defined inductively on
the structure of φ; see Table 4. The base cases are trivial: the interpretation of a pred-
icate α is given by all sequential subprocesses that can immediately exhibit α, and the
interpretation of T is given by all sequential subprocesses (i.e., all processes satisfy T ).
The finite basis of ♦φ is the pred basis pb of the processes that satisfy formula φ; the
interpretation of ♦∗φ is the basis given by Proposition 1 of the finite basis of φ. The
computability of pb∗() derives from Proposition 1. The interpretation of the ∨ opera-
tor is the union of the interpretation of the two formulae, as expected. In contrast, the
calculation of the finite basis for the ∧ operator is more involved, as we cannot simply
consider the intersection between the two interpretations. Given a formula α ∧ φ, our
aim is to take all the minimal processes which, at the same time, satisfy φ and exhibit α.
For this reason, we first select from FBP (φ) all processes that can immediately perform
α. Then, we modify all the other processes so that they can exhibit α. This is achieved
using a function AddP (Q,α), which adds a sequential subprocess that can exhibit α
in parallel at top level and inside every adaptable process. The latter is performed by
making use of contextsC, which are simply processes with a hole, such that the process
obtained by applying them to a process P is denoted by C[P ].



282 M. Bravetti et al.

Table 4. Finite basis of a process P for φ

FBP (α) = {R ∈ ss(P ) | R α−→}
FBP (T ) = ss(P )
FBP (♦φ) = pb(FBP (φ))
FBP (♦∗φ) = pb∗(FBP (φ))
FBP (φ1 ∨ φ2) = FBP (φ1) ∪ FBP (φ2)
FBP (α ∧ φ) = FBP (φ ∧ α) = IbP (FBP (φ), α)

where:
IbP (A,α) = {Q ∈ A | Q α−→} ∪ {AddP (Q,α) | Q ∈ A and Q � α−→}
AddP (Q,α) = {Q ‖ R | R ∈ ss(P ) and R

α−→}∪
{C[

a[R ‖ Q′]
] | Q = C

[
a[Q′]

]
, R ∈ ss(P ) and R

α−→}

Theorem 3. Lr is decidable in E2.

Proof (Sketch). Given a formula φ ∈ Lr and a process P ∈ E2. It is easy to see that
↑ FBP (φ) = [[φ]]. Then as FBP (φ) is computable, in order to decide if P satisfies φ it is
enough to check if there exists a process S in FBP (φ) such that S � P .

As E3 is a subcalculus of E2 we can immediately conclude the following.

Corollary 2. Lr is decidable in E3.

6 Concluding Remarks

This paper has reported initial steps towards the specification and verification of adapt-
able processes, as introduced in [5]. We have presented L, a simple temporal logic that
describes the evolution of adaptable processes. The logic L is shown to be undecidable
in the three different variants of E studied in [5,4]. On the bright side, the satisfiability
problem for Lr—a fragment of L in which negation is allowed only at top level and
conjunction is limited—was shown to be decidable for all processes in E2 and E3.

The E calculus is related to higher-order process calculi such as, e.g., the higher-
order π-calculus [10], Kell [11], and Homer [6]. (Further comparisons between E and
other calculi and languages can be found in [4].) In such calculi, processes can be passed
around, and so communication involves term instantiation, as in the λ-calculus. Update
actions in E are a form of term instantiation: they can be seen as a streamlined version of
the passivation operator of Kell and Homer, which allows to suspend a running process.
It would be interesting to investigate if the results and techniques developed in this paper
can apply to Kell and Homer (or to some interesting fragments of them).

We comment on a number of extensions of the results here presented. We conjecture
that the decidability result can be extended to monotone formulae. This should imply
a more involved construction of the finite basis FBP (φ1 ∧ φ2) given in Table 4. Also,
all the results shown in this paper can be easily extended to the static variants of E , as
defined in [4]. Informally speaking, the static characterization of E processes is related
to the tree-like structures obtained by nesting of located processes. In dynamic adaptable
processes, the class here considered, update actions which modify the nesting structure
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are allowed; in contrast, in static adaptable processes such actions are disallowed: this
guarantees that no adaptable process is created nor destroyed along computation.

It would not be difficult to show that L is undecidable in the static version of E2,
by resorting to the termination problem, using an MM encoding similar to the one
presented here. Furthermore, the undecidability of Lr in E1 would hold also when
considering static processes, as the encoding reported here already satisfies the static
constraints. Finally, by appealing to the machinery based on well-structured transition
systems, we can show that L is decidable for E2 processes in the static variant.

Also interesting would be to extend L with recursion. This would allow to express
properties like eventual adaptation, as considered in [5]. The results in [4] already sug-
gest that Lr extended with recursion should be undecidable. Indeed, logic satisfiability
could be reduced to the termination problem, using encodings of MMs similar to those
given in [4]. Nevertheless, some decidability results could be obtained when consider-
ing a static version of E3, using an encoding of Petri nets as the one presented in [4].
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