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Abstract

Large scale image classification requires effi-
cient scalable learning methods with linear com-
plexity in the number of samples. Although
Stochastic Gradient Descent is an efficient alter-
native to classical Support Vector Machine, this
method suffers from slow convergence.
In this paper, our contribution is twofolds. First
we consider the minimization of specific cali-
brated losses, for which we show how to reli-
ably estimate posteriors, binary entropy and mar-
gin. Secondly we propose a Boosting Stochastic
Newton Descent (BSN) method for minimization
in the primal space of these specific calibrated
loss. BSN approximates the inverse Hessian by
the best low-rank approximation. The original-
ity of BSN relies on the fact that it does perform
a boosting scheme without computing iterative
weight update over the examples.
We validate BSN by benchmarking it against
several variants of the state-of-the-art SGD al-
gorithm on the large scale ImageNet dataset. The
results on ImageNet large scale image classifica-
tion display that BSN improves significantly ac-
curacy of the SGD baseline while being faster by
orders of magnitude.

1. Introduction

Classical SVM learning approach first states

dual formulation as in [17], where the task is to

minimize empirical risk in the dual space with a

regularization term. Recent state of the art ap-

proaches are based on primal optimization using

”Stochastic Gradient Descent” (SGD) algorithm

[20, 5, 4, 16] with linear complexity in the num-

ber of samples.

Although SGD methods perform as well as

batch solvers at a fraction of cost, they still suffer

from slow convergence.

Alternative approaches are based on a stochas-

tic version of the quasi Newton Broyden-

Fletcher-Golfarb-Shanno (BFGS) optimization

algorithm. The first one is a low memory stochas-

tic version of the BFGS quasi Newton method

[15]. Although their BFGS method reduces the

number of iterations, each iteration requires a

multiplication by a low rank matrix. Unfor-

tunately this computational complexity is often

larger than the gains associated with the quasi-

Newton update as pointed in [2]. In order to

cope with this issue, [2, 3] proposed a ”SGD-

QN” algorithm with an update using the diagonal

of the Hessian matrix. Our contribution is a new

Boosting stochastic Newton scheme, BSN. BSN

minimizes classification calibrated risks [1], i.e.
risks. Experimental results on ImageNet data set

display that BSN improves significantly accu-

racy of SGD while being a magnitude faster.
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The remaining of the article is organized as fol-

lows: section 2 summarizes the general frame-

work, section 3 introduces calibrated loss and bi-

nary entropy, section 4 provides our new algo-

rithm BSN with several key steps for its core op-

timization, and finally section 5 presents experi-

ments on the ImageNet domain.

2. Definitions and settings

Let first provide some definitions. Our setting

is multiclass classification. We have access to

an input set of m samples, S .
= {(xi,yi), i =

1, 2, ...,m}. Vector yi ∈ {−1,+1}C encodes

class memberships, assuming yic = +1 means

that observation xi belongs to class c. A classi-

fier h is a function mapping observations to real-

valued vectors in R
C . Given some observation

xi, the sign of coordinate c in h(xi), hc, gives

whether hc predicts that xi belongs to class c,
while its absolute value may be viewed as a confi-

dence in classification. We focus on the classical

linear classifier defined as:

hc(xi)
.
= w�c xi . (1)

To learn this classifier, we focus on the minimiza-

tion of a total risk which sums over classes and

over samples the loss of classification according

to h;

εF(h,S) .
=

1

C

C∑
c=1

1

m

m∑
i=1

F(yichc(xi))

︸ ︷︷ ︸
εF(hc,S)

.(2)

εF(hc,S) is the per-class risk, and F is a surro-

gate loss function.

To carry out the minimization of (2), we adopt

a mainstream 1-vs-rest training scheme which is

more efficient among different approaches [13,

19]. For each class c = 1, 2, ..., C, we carry

out separately the minimization of εF(hc,S) in

εF(h,S). To do so, it fits the cth component of

h by considering the class c versus all others. In

what follows, we thus drop ”c” to simplify nota-

tions.

3. Calibrated risks and Binary En-
tropy

Recent advances in classification allow to

define constraints with whom losses F in (2)

have to comply, to meet statistical and compu-

tational properties particularly desirable in han-

dling large, complex and noisy classification

problems [1, 12, 18]. There are three constraints:

F is convex, differentiable and such that F′(0) <
0. This last constraint ensures that the loss at

hand F is Fisher consistent and proper, proper-

ties with which convenient form of convergence

to Bayes rule are accessible through minimizing

(2). We call losses that meet these constraints,

and the total risks by extension, as classification
calibrated.

We restrict our interest to losses that also meet

the following property:

F(x) = −x+

∫
f , (3)

where f : R→ [0, 1] is increasing and symmetric

with respect to (0, 1/2 = f(0)). The fundamen-

tal intuition is that f directly maps a real valued

prediction hc to a posterior estimation for class c
[7]:

p̂[yc = +1|x] = f(hc(x)) . (4)

The benefits of using such loss are twofolds:

first we can take into account this probability for

confidence-rated classification. Second, we can

plug it easily into entropy-like measures: we pro-

pose to use as evaluation criterion the Binary En-

tropy BE defined as the entropy of a Bernoulli

process with probability of success f :

BE(w,S) = − 1

m

m∑
i=1

f(w�xi) log(f(w
�xi))

+ (1− f(w�xi)) log(1− f(w�xi)) . (5)

Another important benefit of these calibrated

losses is the ability to compute reliable margins

for classification evaluation, that is, marging that

have a sound interpretation in terms of loss: the

larger the margin, the smaller the loss. Let us

define the prediction on observation xi as i�
.
=
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transfer function f calibrated loss F

1
1+exp(−x) ln(1 + exp(−x))
1+max{0,x}

2+|x| max{0,−x} − ln(2 + |x|)

Table 1. Calibrated losses F and
their respective transfer functions.
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Figure 1. Calibrated losses F : the
logistic and calibrated linear Hinge
losses.

argmaxc hc(xi). Then the margin of our classi-

fier on example (xi,yi) is

μi
.
= f(yi�hi�(xi)) . (6)

Since the margin takes continuous values in

[0, 1], we can define the margin error at margin

threshold θ as:

εμ(h,S, θ) .
=

1

m

m∑
i=1

[μi ≤ θ] . (7)

In this article, we consider the logistic loss and

calibrated linear hinge loss.

Table 1 gives the losses F and their corre-

sponding transfer function f .

Figure 1 shows the logistic loss and the cali-

brated linear Hinge loss. We also plot Hinge loss

and the exponential loss for comparison. Note

that 0 < F′′(x) ≤ F′′(0) and F′′(0) = 1/4 for

these calibrated losses.

4. BSN: Boosting Stochastic Newton
Descent

4.1. Computing gradient update

The goal is to learn w for each class c =
1, 2, ..., C minimizing the following criterion, af-

ter replacing hc in εF(hc,S) by its expression in

(1) :

εF(w,S) .
=

1

m

m∑
i=1

F(yicw
�xi) . (8)

To approximate the optimal w, we carry out an

iterative stochastic Newton algorithm. In general,

this aims at updating at each iteration t, the cur-

rent w noted wt, according to a randomly picked

sample xi ∈ S as follows :

wt+1 = wt − ηt

(
∂2εF(wt, xi)

∂2wt

)−1
∂εF(wt, xi)

∂wt
(9)

where ηt > 0 controls the strength of the update.

In such case, the first derivative or the gradient∇
is:

∂εF(wt, xi)

∂wt
= yi

(
F′

(
yiw

�
t xi

))
xi , (10)

Let define weights (similar to Boosting) pti as

a weight over the examples.

pti
.
= −F′(yiw�t xi) = 1− f(yiw

�
t xi) . (11)

For any classification calibrated loss, −F′ is

decreasing. Hence, weight ptj is all the smaller
as example j is all the better classified by wt.

∂εF(wt, xi)

∂wt
= −yiptixi , (12)

The second derivative, or the HessianH, is:

H =
∂2εF(wt, xi)

∂2wt
= F′′

(
yiw

�
t xi

)
xix

�
i . (13)

Unfortunately it is well known that the Hessian

matrix typically varies as the samples xi changes.

Thus, instabilities arise quickly if we try to esti-

mate it for each sample [2]. To circumvent these
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problems, statistic optimization approaches con-

sider instead an averaging of the Hessian.

Hence, we follow [9] who averages the Hes-

sian once and approximate it by the Covariance

matrix. Considering a subset of m′ ≤ m random

examples from S, the average Hessian matrix H
becomes :

H =
1

m′
∑

i∈S(m′)

F′′
(
yiw

�
t xi

)
xix

�
i . (14)

Let recall that losses are bounded. The upper-

bound of such calibrated functions is F′′(0) =
1/4, and there exists μ > 0 such that μ ≤ F′′(x).
Thus, there exists a lower bound for the Hessian

H and we can approximate H by the covariance

matrix :

H ≈ 1

m′
∑

i∈S(m′)

xix
�
i . (15)

Note that in the case of quadratic losses, the Hes-

sian is exactly equal to the Covariance matrix.

Consequently, computing H−1, requires only

once the principal hessian direction (p.h.d.).

For some typically small k > 0, we compute

a low-rank pseudo-inverse, i.e. a low-rank ap-

proximation of its inverse, H∗. The update (9)

becomes:

wt+1 = wt − ηtyi
(
f
(
yiw

�
t xi

)− 1
)H∗xi . (16)

Furthermore, in order to optimize computa-

tional complexity, we precompute for all the

training set a weighted preprocessing of the fea-

tures:

x∗i = H∗xi . (17)

We compute equation (17) only once for a

given H∗. This saves significant training time.

Moreover computational complexity of each it-

eration in BSN is basically of the same order as

classical SGD [2]. The final update in BSN is:

wt+1 = wt − ηtyi
(
f
(
yiw

�
t xi

)− 1
)
x∗i . (18)

Note that BSN is different from the quasi

newton (L)BFGS family [11, 15] as the approx-

imation to the Hessian inverse is carried out in a

different way. Moreover BSN differs from quasi-

Newton of SGD-QN [2] since we do not restrict

the Hessian approximation to be diagonal (thus

omitting all covariance terms).

5. Large scale experimental evaluation

We report and discuss experiments of BSN

versus SGD which represents the state of art

among the classifiers on large scale datasets

Current standard approaches involve high di-

mensional features (see [6] for comparisons). We

use Fisher vectors (FV) of [14] as efficient fea-
tures to represent images. Fisher Vectors are

computed over densely extracted SIFT descrip-

tors (FVs) and local color features (FVsc). Since

the goal of the present work is to compare BSN

versus SGD, we use Fisher Vectors using a vo-

cabulary of only 16 Gaussian (4K dimensional

features vector) to limit memory requirement and

computational cost.

We report experimental results on ImageNet

dataset [8]: We use the dataset of the ImageNet

Large Scale Visual Recognition Challenge 2010

(ILSVRC2010)1 with its 1000 categories. It pro-

vides 1.2M of images for training, 50K for vali-

dation set and 150K for testing.

Since we use 1-vs-rest training scheme, the

training set is usually highly unbalanced. To

dampen the negative consequences, we follow

the sampling balancing approach proposed by

[13].To compare algorithms, we use top1 and

top5 accuracies (ACC) [10].

Plots of convergence in Figure 2 show that

BSN is faster of a magnitude than classical

SGD both for the top-1 accuracy and top-5 ac-

curacy. BSN requires few iterations to con-

verge. Moreover, we achieve top-1 accuracy

equal to 36.23% (respectively top-5 accuracy

equal to 59.06%) with 10 or 20 iterations of

BSN, which outperforms the best accuracies of

SGD by 4% (respectively 3.5%) and SGD-QN

by 3.3% (respectively 2.4%). Note that accu-

racy of SGD-QN and preconditioning of the data

noted here SGD-P are slightly better than SGD

baseline.

For these experiments, we use a 16 cores

workstation with Intel Xeon E5-2687W 3, 1 GHz

processors and 64GB of RAM and Matlab im-

plementation. Table 2 reports preprocessing time

(for BSN), and processing time for both BSN

and SGD. Although BSN requires a small

1http://image-net.org/challenges/LSVRC/2010/index
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Figure 2. Accuracies as a function of number of passes for SGD and BSN on Ima-
geNet. On left, the top-1 accuracy and at the right the top-5 accuracy.

0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

binary entropy

to
p−

1 
ac

cu
ra

cy

Figure 3. Top-1 accuracy as a func-
tion of binary entropy.

amount of preprocessing time, training using

BSN on ImageNet requires only 2,2 CPU hour

while training using SGD requires at least 36

CPU hours. Thus BSN is 18 times faster than

SGD.

We report in Figure 3 for each class the binary

entropy and the accuracy. It shows that accuracy

is highly correlated to binary entropy and that bi-

nary entropy is a relevant feature to evaluate the

classification difficulty for each class.

Figure 7 reports experiments on margin er-

ror. The left picture schematizes curves for three

different classifiers. Blue is better than green

for two reasons: first, its cumulative margin at
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Figure 4. Margin error (cumulative
distributions), as a function of mar-
gin threshold θ.

θ = 1/2, which is equivalent to one minus the

accuracy, is smaller than for classifier red. Sec-

ond, a large proportion of examples on classifier

red have very low or minimal margin, compared

to classifier blue.

With respect to these observations (Figure 4,

right), BSN (blue) clearly beats SGD (green)

from both the maximization of the accuracy’s

standpoint, and also from the standpoint of the

maximization of the minimal margin on the ex-

amples, even when increasing the number of

passes dampens slightly this advantage.

6. Conclusion

In this article we have proposed a new

Stochastic Newton descent algorithm (BSN) for

the minimization of calibrated risk with linear
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method preprocessing (s) # of passes training time (s) total time (h) top-1 accuracy top-5 accuracy

SGD – 200 132000 36.7 32.2% 55.34%

SGD-P 100 200 132000 36.8 34.1% 56.5%

SGD-QN – 100 90000 25 32.9% 56.6%

BSN 100 10 7900 2.2 36.23% 59.06%

Table 2. Processing time and accuracy for BSN versus SGD methods.

complexity both in term number of samples and

dimension of the features. We validate Stochastic

Newton descent algorithm (BSN) by benchmark-

ing BSN against state-of-the-art SGD algorithm

on the challenging ImageNet dataset. The results

on ImageNet large scale image classification dis-

play that BSN improves significantly accuracy of

the SGD baseline while being faster by orders of

magnitude.

The authors thank Florent Perronnin for in-

spiring discussions around Fisher vectors.
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