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Abstract. Solving constraints over the �oating point numbers is a key
issue in the process of software validation and veri�cation. Techniques to
solve such constraints on the basis of projection functions have been suc-
cessfully developed. However, though correct, this approach can lead to
slow convergence phenomena for very common constraints like addition
and subtraction constraints. In this paper, we introduce new addition
and subtraction constraints which, thanks to a new �oating point sub-
traction property, directly compute optimal bounds for the domain of
the variables at a low cost. Preliminary experiments have shown that
these constraints can drastically speed up the �ltering process.

1 Introduction

Constraint programming is one of the successful techniques applied to the vali-
dation and veri�cation of software. It has been used to generate test cases [7, 3]
and functional test sequences [3], or to verify the conformity of a program with
its speci�cation [2]. For such applications, handling constraints over the �oating
point numbers is a critical issue as more and more critical software make use of
�oating point computations.

Constraints over the �oating point numbers must not be mixed up with
constraints over the reals. Both of them use intervals bounded by �oating point
numbers. However, constraints over the �oating point numbers handle intervals
of �oating point numbers while constraints over the real numbers handle intervals
of real numbers. Moreover, as underlined in [5, 4], they do not have the same
set of solutions3. E.g., 16.0 + x > 16.0, with x < 0, has no solution over the
reals while it has numerous solutions over the �oating point numbers. Solving
constraints over the �oating point numbers requires thus dedicated solvers.

Constraints over the �oating point numbers have been solved using an adap-
tation of box-consistency [5] or the more e�cient projection functions introduced
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3 Even when restricted to �oating point numbers.



in [4] and extended in [1]. All these projection functions compute a safe bounding
of the domains of the variables. However, sometimes, the computed domains are
rough over-approximations of the set of solutions. Moreover, these projections
functions can led to slow convergence phenomena. Such behaviors occur for the
two most common operations, the addition and the subtraction. To overcome
this problem, we introduce here two new constraints, one for the addition and
one for the subtraction, which, thanks to a new property of the subtraction,
can drastically improve the set of computed solutions and speed up the �ltering
process.

Let us illustrate our motivations through a very simple example. Consider
the addition constraint z = x⊕+∞ y, where ⊕+∞ is the �oating point addition
with a rounding mode set to +∞ and z, x, and y are 80 bits �oating point
numbers as available on an Intel platform. Assume that, after a partial setting,
z = 2−, the predecessor of 2, and that x, the domain of x, and y, the domain of
y, are restricted to [−100.0, 100.0]. Using the projection functions de�ned in [4],
the solver attempts �rst to reduce the domain of z according to x and y:

z = z ∩ [−200.0, 200.0] = [2−, 2−]

The domain of z being a degenerated interval, this projection can not reduce its
domain. However, the reader may have noted that the bounds of the interval of
possible values computed by the projection function, [−200.0, 200.0], have actual
support values in x and y. Inverse projections, i.e., trying to reduce the domain
of x and y according to z and, respectively, y and x, is more successful:

x = x ∩ [−98.0, 102.0−] = [−98.0, 100.0]

y = y ∩ [−98.0, 100.0−] = [−98.0, 100.0−]

At this step, two observations can be done. First, the computed intervals over-
approximate the set of possible solutions as for e.g. x = −98.0 has no support in
y. Second, the upper bound of y has been reduced from one �oating point number
when compared to the one of x. This is where our slow convergence process takes
its roots. Next iteration step of the �ltering process will still reduce the domain
of x and y:

x = x ∩ [−98.0−, 100.0−] = [−98.0−, 100.0−]

y = y ∩ [−98.0−, (100.0−)−] = [−98.0−, (100.0−)−]

where each bound of x and y domains diminishes of exactly one �oating point
number. The �ltering process will go on for hours4, withdrawing one �oating
point number on each bound of the intervals at each iteration step, until it
reaches the following �x point:

z = [2.0−, 2.0−], x = [−2.0−, 4.0−], y = [−2.0−, 4.0−]

4 Four hours of computation was not enough to read the �x point. Note that more
than 1020 iterations are required to reach the �x point.



Note that the bounds of the resulting intervals, x and y, are solutions of the
subtraction, i.e., 4.0− ⊕+∞ −2.0− = 2.0−.

Projection functions as introduced in [4] have been built for unary functions.
They rely on the correctly rounded property, an essential property to reason
about �oating point arithmetic which establishes a relation between an operation
over the real numbers and its implementation over the �oating point numbers. As
a consequence, they take only into account the relationship between the �oating
point function and its corresponding real function. Though su�cient to handle
unary functions, these projection functions tend to overestimate the domains of
variables involved in binary functions. The new constraints we introduce here
will not only overcome slow convergence issues but also o�er a better bounding
of the domains of the variables.

This paper is organised as follows: next section gives basic notations and
de�nitions. Section 3 introduces a property of the subtraction and extends it
to intervals. Finally, section 4 shows some experiments and is followed by a
conclusion.

2 Notations and de�nitions

The set of �oating point numbers is a �nite set of numbers usually used to
simulate real numbers on a computer. In this paper, we restrict ourselves to
the commonly available set of binary �oating point numbers as described in the
IEEE standard for �oating point arithmetic revised in 2008. This section only
recalls the basics of �oating point arithmetic required to understand this paper.

A binary �oating point number x is triple (s, e,m) where s is the sign bit of
x, e, its exponent, and m, its signi�cand (or mantissa). The value of x is given
by:

x = (−1)s ∗m ∗ 2e = (−1)s ∗ b1.b2· · ·bp ∗ 2e

where the bi are the bits which make up the signi�cant and b2· · ·bp denotes a
sequence of p−1 bits. Note that p, the number of bits of the signi�cand also gives
the representation precision. In the sequel, F will denote a set of binary �oating
point numbers and Fp,q will denote a set of binary �oating point numbers where
p is the number of bits of the signi�cand and q the number of bits of the exponent.
We will also use Fp,+∞, a set of �oating point numbers whose signi�cand has p
bits and whose exponent has not limitation.

Operations on �oating point numbers do not usually yield a �oating point
number. Floating point arithmetic resorts to rounding operations to get the most
appropriate �oating point representation according to a rounding direction. The
standard requires that the four basic operations ⊕,	,⊗,� (which stand for,
respectively, �oating point addition, subtraction, multiplication, and division)
are correctly rounded:

x⊕ y = ◦(x+ y)

i.e., the result of the operation over the �oating point numbers, an addition here,
must be equal to the rounding, denoted by ◦, of the result of the same operation



over the real numbers. This property is a key property to reason about �oating
point numbers.

Domains of variables will be represented by intervals of �oating point num-
bers:

x = [x,x] = {x ∈ F ,x ≤ x ≤ x}
Note that, in this paper, unless otherwise explicitly stated, intervals will always
be intervals of �oating point numbers and not intervals of real numbers.

In the sequel, x+ denotes the smallest �oating point number superior to x
while x− denotes the biggest �oating point number inferior to x.

3 Improving the addition and subtraction constraints

3.1 Upper bounds for the subtraction

We introduce here a new property of the �oating point subtraction which allows
to compute upper bounds for its operands knowing its result. Intuitively, this
property is based on the following observation: given a �oating point number
x, the smallest �oating point number greater than 0 that can be obtained by
subtraction to x is x − x−. Note that the subtraction handled here is a true
subtraction, i.e., that it actually subtracts x from y. These upper bounds for x
and y, respectively, β and α, are given by :

Proposition 1. Let z ∈ Fp,+∞, with +∞ > z > 0 and assume that

z = 1.b2· · ·bi0· · ·0 ∗ 2ez with bi = 1

α = 1.1· · ·1 ∗ 2ez+nbz with nbz = p− i
β = α⊕ z

then, there is no x ∈ Fp,+∞, x > β and no y ∈ Fp,+∞, y > α such that x	y = z.
Moreover, β 	 α = β − α = z.

Proof. First, let us consider β, that is to say, α ⊕ z. Using a correctly rounded
addition, α ⊕ z = ◦(α + z). Thus, the binary addition adds the two following
numbers:

α+ z = 1.1· · ·1 ∗ 2ez+nbz + 1.b2· · ·bi−110· · ·0 ∗ 2ez

The �rst step is to scale z to the same exponent than β:

α+ z = 1.1· · ·1 ∗ 2ez+nbz + 0.0· · ·01b2· · ·bi−11 ∗ 2ez+nbz

Splitting z on its lsb5 and the rest yields:

α+ z = (1.1· · ·1 ∗ 2ez+nbz + 0.0· · ·01 ∗ 2ez+nbz ) + 0.0· · ·01b2· · ·bi−1 ∗ 2ez+nbz+1

= 1.0· · ·0 ∗ 2ez+nbz+1 + 0.0· · ·01b2· · ·bi−1 ∗ 2ez+nbz+1

= 1.0· · ·01b2· · ·bi−1 ∗ 2ez+nbz+1

5 lsb stands for least signi�cant bit.



The result of this addition can be directly represented over Fp,+∞ (β requires
nbz + i = (p − i) + i = p bits for its mantissa). Thus, β = α ⊕ z = α + z is
computed exactly and so should be β 	 α.
Now, consider β 	 α. Using a correctly rounded subtraction, we can �rst do a
binary subtraction:

β − α = 1.0· · ·01b2· · ·bi−1 ∗ 2ez+nbz+1 − 1.1· · ·1 ∗ 2ez+nbz

= 1.0· · ·01b2· · ·bi−1 ∗ 2ez+nbz+1 − 0.1· · ·1|1 ∗ 2ez+nbz+1

where | separates the p representable bits from additional ones and the scaled
α requires a guard bit |1 to be fully represented. Here, β is split on its msb6

yielding:

β − α = 0.0· · ·01b2· · ·bi−1 ∗ 2ez+nbz+1 + (1.0· · ·0 ∗ 2ez+nbz+1 − 0.1· · ·1|1 ∗ 2ez+nbz+1)

= 0.0· · ·01b2· · ·bi−1 ∗ 2ez+nbz+1 + 0.0· · ·0|1 ∗ 2ez+nbz+1

= 0.0· · ·01b2· · ·bi−1|1 ∗ 2ez+nbz+1

= 0.0· · ·01b2· · ·bi−11 ∗ 2ez+nbz

which, after a normalization process directly yields z:

β − α = 1.b2· · ·bi−110· · ·0 ∗ 2ez

Like expected, β	α = β−α is computed exactly and yields z. Thus, the �oating
point numbers β and α provide a solution to x	 y = z.
The last issue is to prove that there is no x′ > β and no y′ > α such that
x′ 	 y′ = z.
A �rst observation is that z is a solution of the subtraction: let ẏ = z, then
ẋ = ẏ ⊕ z = ◦(z + z) = 2 ∗ z = ż, which belongs to Fp,+∞, and ẋ 	 ẏ =
ż 	 z = ◦(2 ∗ z − z) = z. Thus, if y′ exists then y′ ≥ z > 0. Moreover, as
x′ = y′ ⊕ z ≤ y′ ⊕ y′ = 2 ∗ y′ and, as x′ 	 y′ = z > 0, we have

0 < z ≤ y′ ≤ x′ ≤ 2 ∗ y′

Notice that, thanks to these conditions, Sterbenz's property7 [6] applies and
thus, if x′ and y′ exist, x′ 	 y′ = x′ − y′ and y′ ⊕ z′ = y′ + z′.
As y′ ≤ x′ ≤ 2 ∗ y′, ey′ ≤ ex′ ≤ ey′ + 1. Therefore, scaling y′ to x′ requires at
most one guard digit. α being the biggest �oating point number whose exponent
is equal to ez +nbz, if y′ exists, y′ > α and, ey′ > ez +nbz. As z mantissa requires
p − nbz bits and as the scaling uses at most one guard digit, normalizing the
result of the subtraction requires to add at most nbz + 1 to its exponent. Thus,
with ey′ ≥ ez +nbz +1, either ex′ = ey′ and the normalization will remove nbz to
the exponent result (which is greater or equal to ez +nbz +1), or ex′ = ey′ +1 and

6 msb stands for most signi�cant bit.
7 Sterbenz's property states that if the two �oating point numbers x and y are such
that y

2
≤ x ≤ y, then the subtraction x	 y = x− y, i.e., is exactly computed.



the normalization will remove nbz + 1 to the exponent result (which is greater
or equal to ez + nbz + 2). In both cases, the exponent result of the subtraction
will be greater or equal to ez + 1, and thus, is greater than z.
�

For the sake of simplicity, proposition 1 relies on the idealized set of �oating
point numbers Fp,+∞ and, thus, does not take into account IEEE 754 exponent
limitations. Here, two cases have to be handled: subnormal number and fmax,
the biggest �oating point number. As a matter of fact, proposition 1 also holds
on subnormal numbers8 and thus, the only requirement is to ensure that neither
β nor α are bigger that fmax.

3.2 Interval extension of the property

Proposition 1 sets upper bounds for x and y provided z is a strictly positive
�oating point number. In order to use it in a constraint solver, it now needs
to be extended to intervals. Note that the property can easily be extended to
negative values by symmetry. Therefore, this section handles only positive values
for z.

When z belongs to an interval z = [z, z], with z > 0, the subtraction upper
bounds grow with respect to z exponent and the number of successive zero bits
on the right of z mantissa, i.e., nbz. Thus, upper bounds for the whole interval
are given by ζ, the value of z which maximizes these two criteria.

Two cases can be distinguished: either ez 6= ez or not. In the former case,
ζ = 1.0· · ·0 ∗ 2ez belongs to z and is the �oating point number with the highest
exponent and the maximum number of binary zeros on its right. Therefore, this
is the value that will have the biggest upper bounds for the subtraction. In the
other case, i.e., if ez = ez, the �oating point number with the highest upper
bounds is the one with the most zeros on its right. Thus, either z = 1.0· · ·0 ∗ 2ez

and ζ = z, or ζ = 1.b2· · ·bi10· · ·0∗2ez where the b2· · ·bi are identical leading bits
of z and z. To sum up, we have:

ζ =


1.0· · ·0 ∗ 2ez i� ez 6= ez

z i� z = 1.0· · ·0 ∗ 2ez

1.b2· · ·bi10· · ·0 ∗ 2ez with

{
z = b1.b2· · ·bi0bi+2· · ·bp ∗ 2ez and

z = b1.b2· · ·bi1b′i+2· · ·b′p ∗ 2ez
otherwise

Once ζ is known, α and β, i.e., upper bounds for a true subtraction of x and
y, can be computed. As the bounds for a true addition are always lower than the
one of the true subtraction, this result can easily be extended to the subtraction:

if z = x	 y then

{
x = x ∩ [−α, β]
y = y ∩ [−β, α]

8 An essential observation here is that subnormal numbers can be handled without
�normalizing� them i.e. 0.b2· · ·bp ∗2−126 for simple �oating point numbers. Then, the
subtraction must preserve the same number of bits (i.e. 0.b2· · ·bi).



const
accuracy = 1e-8;
max_move = 10.0;

node null_up_to_accuracy(V: real)
returns (null: bool);
let

null = -accuracy <= V and V <= accuracy;
tel;

node normal_move(In:real)
returns (OK:bool);
var

di�_previous: real;
let

assert In >= 0.0 and In <= 1e40;

di�_previous = 0.0 -> (In - pre(In));
OK = if null_up_to_accuracy(di�_previous)

then true
else -max_move <= di�_previous and di�_previous <= max_move;

/*! reach OK and not(null_up_to_accuracy(di�_previous)) !*/

Fig. 1. A data acquisition procedure in Lustre

and to the addition:

if z = x⊕ y then

{
x = x ∩ [−α, β]
y = y ∩ [−α, β]

Note that the computation of these projections are much more e�cient than
our previous projection functions, especially when a slow convergence occurs.
However, classical projection functions will still improve the domain of x and y
when the new projection function does not provide any reduction.

4 Preliminary experiments

First, let us see what the projections introduced here can do on our initial
example where z = x ⊕+∞ y with z = 2−. z has no zero on its right. Thus,
α = 1.1· · ·1 ∗ 2ez = 2−. As α = z, computing β is easy: β = α ⊕ z = 2 ∗ α =
1.1· · ·1 ∗ 2ez+1 = 4−. As a consequence, x ∈ [−2−, 4−] and y ∈ [−2−, 4−] which
is nothing but the �x point that has been reached after hours of computations.

Now, let us consider an experiment of test case generation from a data acqui-
sition procedure written in LUSTRE, a declarative language often used to build
synchronous reactive critical software. Figure 1 procedure9 checks that data is-
sued from a sensor evolve smoothly. The goal, de�ned in last algorithm line, is
to generate test data that reach the else branch of the OK de�nition. Note that
�oating point variable type is double here. To reach this goal, GATeL [3] pro-
duces two di�erent cases which negate �null_up_to_accuracy(di�_previous)�:

1. di�_previous > 1e-8 : the domains of �In� and �PIn�, the variable associ-
ated to �pre(In)�, are both reduced to [0.0, 1e40] while �di�_previous� is

9 In LUSTRE each variable denotes the data �ow of its successive values at each cycle
of reaction. Thus, expression "0.0 -> (In - pre(In))" yields 0.0 at the �rst computation
cycle and the di�erence between the current value of "In" and its previous value at
each other cycle.



reduced to [1.0000000000000002e− 8, 10.0]. Using classical projection func-
tions, constraint �In - PIn = di�_previous� initiates a slow convergence
process. Thanks to the subtraction property, �In� is immediately reduced to
[1.0000000000000002e − 8, 72057594037927936.0], while �Pin� is reduced to
[0.0, 72057594037927928.0, ] and �di�_previous� to [1.0000000000000002e−
8, 10.0].

2. di�_previous < -1e-8 : the domains of �In� and �PIn� are both reduced to
[0.0, 1e40] while �di�_previous� is reduced to [−10.0,−1.0000000000000002e−
8]. There is again a slow convergence linked to �In - PIn = di�_previous� con-
straint while the subtraction property allows an immediate reduction of �In�
to [0.0, 72057594037927928.0], �PIn� to [1.0000000000000002e−8, 720575940
37927936.0] and �di�_previous� to [−10,−1.0000000000000002e− 8].

These examples illustrate the bene�t of the new projection functions which not
only suppress the slow convergence phenomenon but also gives some solutions
to the constraints. The new projection functions, which require far less than a
millisecond of computation, drastically speed up the convergence process based
on old projection functions which requires many hours of computation to reach
its �x point.

5 Conclusion

In this paper, we have introduced new projection functions for the �oating point
addition and subtraction which, thanks to a property of the subtraction, drasti-
cally improve the solving of �oating point constraints. The cost of these projec-
tions is negligible especially when compared to a slow convergence phenomenon.
Preliminary experiments show the bene�ts of these projections and are really
encouraging. Other constraints linked to multiplication and division are now
studied to see if there is any possibility for such an improvement.
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